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ABSTRACT
We developed a new literature mining paradigm with the ultimate
goal of enabling knowledge discovery in molecular association
profiles generated from literature and prior knowledge. We show
how to implement the paradigm by building a prototype literature
mining framework and performing molecule-bioGist association
mining. The framework consists of two modules. The first
module, Textual Data Mining, takes the synonym-expanded
disease-related molecule names and outputs a list of bioGist list.
The second module, Structured Data Mining, takes two inputs,
initial disease-related molecular query terms and extracted bioGist
list from the first module, and outputs a molecule-bioGist
association matrix. Our approach is novel because biomedical
literature mining is used here not only as an “information
retrieval” tool, but also as a “hypothesis generation and
validation” platform. We applied the framework to a molecular
pharmacology study of breast cancer. Based on 214 breast cancerrelated proteins, 429,067 MEDLINE abstracts were retrieved, and
4,491 drug compounds were identified as bioGists. We evaluated
172 hydrocarbons in the above bioGist list, and found that more
than 82.5% hydrocarbons were verified to be related to breast
cancer. BRCA1 and BRCA2 were found to have similar profiles
in drug compound studies, whereas “doxorubicin”, “etoposide”,
and “paclitaxel” were identified to have similar pharmacological
profiles to treat breast cancer.

1. INTRODUCTION
Recent development in biomedical text mining systems focus on
addressing key computational challenges in information retrieval
[1], entity identification [2], information extraction [3], and
automated text mining [4].
While tools based on these
developments have helped biologists collect data automatically
from large volumes of biological literature, how to turn them into
biological knowledge discovery results still remain a challenging
research question [5]. This is primarily because real-world
biological problems are topic-specific (or, “disease-specific” for
biomedical research problems), therefore requiring text mining
systems to have not only decent recall but also high-precision—so
that biologists do not have to sift through many “likely”
hypotheses before finding the “golden nuggets”. Systems that
attempt to integrate various literature mining components also
tend to magnify type I errors accumulated from false positives
(due to lack of high precision) within each component. These
factors have made automated disease-specific knowledge
discovery from biomedical literature far from a routine practice. †
Recent disease-related research in this direction remains focused
on how to improve information retrieval, entity recognition, and
information extractions. For example, G2D inferred logical chains
of connections from disease names and ranked genes on the basis
of a score that represented their likelihood of being associated
with the query disease [6]. BITOLA extracted candidate genes
that are indirectly connected to a given disease name [7]. Tiffin et
al. identified co-occurring disease name and tissue names in
MEDLINE and linked the tissues to candidate disease genes [8].
Srinivasan et al. developed a solution to explore implicit
relationships between pharmacology substances and diseases [9].
Given disease name and user-specified terms, the above
biomedical literature-mining techniques were capable of
prioritizing terms (e.g., genes, tissues, and substances etc.) with
potential roles in the diseases (see Figure 1.a). A common theme
for these research activities is that they rely primarily on textual
information retrieval engine to improve recall and precision,
without taking advantage of prior knowledge from domain experts
or molecular level disease information stored in large online
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biological databases such as OMIM [10]. While these approaches
are suitable for collecting disease-to-molecule association
information, it has largely become a “hit-or-miss” to apply them
to the discovery of molecular-level association information, e.g.,
disease-specific protein-protein interactions, disease-specific
protein-gene regulations, and disease-specific protein-drug
association, all of which are of central significance in postgenome integrative and systems biology studies.
In this work, we developed a new literature mining paradigm with
the ultimate goal of enabling knowledge discovery in molecular
association profiles generated from literature and prior
knowledge. In Figure 1, we show a conventional paradigm used
by most text mining systems today (Figure 1a) and a new
paradigm (Figure 1b).
(a) Query: High-level disease
concept terms

(b)

Query: Molecular-level disease-specific
concept terms

Textual Data
Mining Module

Conventional Text
Mining System
Result: Mixed-level related
concept terms
Hypothesis: Manually generated
and tested by knowledge experts.

diagnosed cases in the United States alone every year [11]. Since
current biomedical research are focused on building robust
molecular biomarkers and find drug treatments, we choose to
focus on building breast cancer protein-compound association
profiles. By “protein-compound association profiles”, we refer to
outcomes of all biomedical studies where drug compounds were
used to investigate their potential therapeutic or toxicological
effects at the molecular level where particular proteins are
involved. By feeding the prototypical system a list of breast
cancer proteins from prior knowledge, we want to study if we can
acquire an association matrix between all breast cancer related
proteins and drug compounds used with the new paradigm. Our
results next will indicate that several breast cancer proteins are
found to share highly similar drug association profiles and
therefore potentially similar drug response profile. Additionally,
we found out that several compounds may be more promising in
treating breast cancer than researchers realized before.

Structured Data
Mining Module

2. METHODS

In this section, we describe how a computational literature mining
prototype was developed to implement the new paradigm
described early to generate protein-compound association profiles
for breast cancer. In Figure 2, we show an overview of the
framework for our implemented prototype.

Temp Result: Statisticallyfiltered, molecular-level
concept terms

Hypothesis: Automatically generated by the system and
easy to prioritize for testing by knowledge experts.

Figure 1. A comparison of two paradigms for disease-specific
literature mining systems. (a) A common paradigm; (b) Our
new paradigm. (See text for details)

Molecule Name
Synonym
Database

Compared with the conventional paradigm, our new one has the
following three distinct features. First, it allows a user to input a
list of disease-specific molecules such as proteins, genes,
compounds, or metabolites derived from prior knowledge. In postgenome biology, this list may come from in-house disease
experts, large Omics experimental results (e.g., differentially
expressed genes from microarray experiments comparing genes
between disease samples and normal samples), or online curated
protein/gene databases for the given disease. Second, our
paradigm incorporates not only the traditional textual data mining
module that may be used to identify associated molecules from
literature similar to the conventional text mining system, but also
a traditional data mining module to build association profiles from
structured data sets. Third, the information processing flow is not
linear: molecular level information is used both for retrieving
other types of molecular level information and for building
molecular-association profiles. Apparently, the end goal of the
new paradigm is to challenge the traditional paradigm by building
statistically significant molecular-level association profiles for
each disease-related molecule from the input. If shown feasible to
implement, such paradigm could generate novel molecular level
association profiles previously not found in any given literature
paper. Such conceptual paradigm, if successfully implemented,
may represent a significant step forward, enabling literature
mining tools to generate hypothesis on which subsets of
molecules are closely related due to similarity in their molecular
profiles. Since these molecular association profiles are bounded
by the initial list of user input molecules, they are easy to
prioritize for testing by knowledge experts.
In this work, we build a prototype literature mining system to
show that such a new paradigm is feasible. We use breast cancer
as our disease of interest, because it is a leading cause of cancerrelated death in women worldwide with over 200,000 new
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Figure 2. A biomedical literature mining system framework to
discover disease-specific molecular-level association profiles.
Two modules are: textual data mining and structured data mining.
The framework consists of two modules. The first module,
Textual Data Mining, takes the synonym-expanded diseaserelated molecule names and outputs a list of bioGist list. By
bioGist, we refer to a list of biomedical concept terms that are
significantly enriched in a collection of biomedical documents
compared with the whole biomedical corpus from PubMed. In our
study, since our input molecules are proteins and our final
interests are protein-compound associations, the bioGist are the
enriched drug compound terms retrieved from PubMed. The
second module, Structured Data Mining, takes two inputs, initial
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disease-related molecular query terms and extracted bioGist list
from the first module, and outputs a molecule-bioGist association
matrix. In this module, statistical data cleaning and filtering and
clustering analysis are used for the protein-compound association
profiling in this case study for breast cancer. Other advanced data
mining technique such as dimensionality reduction, attribute
selection, and classification, may be used in other applications.
The final association matrix contains novel knowledge
(hypothesis), subject to validation. In the remainder of this
section, we describe the framework methods in detail. In the next
section, we report our results and hypothesis validations.

term from tf-idf could lead to incorrect inclusion of the term as
“enriched”, because the sampled document subset could be
biased, and the term usage frequency could be intrinsically
variable.
In this work, we first calculate a p-value for each term in
using methods described in [16] and later derive its false
discovery rate. Let the null hypothesis Ho be that document
frequency of term in
come from a random distribution
. T-test value for term can then be calculated as:

2.1 Retrieve PubMed Abstracts and Terms
Related to Breast Cancer Genes
For

the

initial user query, we build a curated list
of 214 breast cancer proteins, primarily based on
genes from the Breast Cancer Gene Database [12] and some
recent additions suggested by breast cancer experts (the list is
available upon request). The genes from the database were
mapped to public gene/protein identifiers using a biomedical
gene/protein name thesaurus from the same system reported in the
earlier work [13]. The system maintains a comprehensive list of
known name variants including acronyms, homonyms, and
synonyms. It automatically generates an XML query statement
with directives for synonyms and additional synonyms searching
rules from user inputs (in our case, no additional user input rules
were specified) for name recognitions. The following is an
example query statement for the input gene, BRCA1:

where
and
are mean values of
document frequencies of in
and
,
and
are document frequency variances of in
and in
, and
and
are collection sizes. p-value is computed as from twosided tails
where
:

We used a standard multiple testing correction method [17] used
in microarray analysis to convert p-values from T-test to calculate
a term’s false discovery rates (FDR). In the end, we define all
enriched terms meeting an empirically determined threshold (term
frequency > 2 and FDR<0.05) as bioGists
.

<query>#syn(#uw6(Breast cancer susceptibility protein 1) #uw5(RING
finger protein 53) BRCA1 RNF53)</query>

2.3 Develop Breast Cancer ProteinCompound Association Matrix

Here, the #syn directive instructs the query analyzer to treat term
or term expressions in the parameter set as synonyms, whereas the
#uwN directive instructs the query analyzer to match all term
expression where the component terms are found within a
neighborhood of N adjacent words in any order. For example, the
document (PMID= 14623252) with “breast cancer type 1
susceptibility protein” in its abstract will be retrieved by the above
sample XML query, because the above phrase matches the
“#uw6(Breast cancer susceptibility protein 1)” query directive. In
this study, we set N to be 1 plus the total count of terms within the
directive.
From retrieved abstracts, the system automatically searches for
terms if they appear in term categories of interests. The term
categories are taken from medical ontology including Medical
Subject Headings (MeSH) [14] and Systematized Nomenclature
of Medicine Clinical Terms (SNOMED CT) [15]. In this study,
we are interested in “drug and compounds” term categories, and
therefore store all such filtered terms
in
.

We assign an association score for each possible pair of ranked
proteins
from user inputs and compounds as
bioGists
, using a regularized log-odds function
described in [18]:
Here,
and
are the total number of documents in which
molecule name and bioGist are mentioned, respectively,
is
the total number of documents in which molecule name m and
bioGsit t are co-mentioned in the same document. N is the size of
the entire MEDLINE document collection. is a small constant
( =1 here) introduced to avoid out-of-bound errors if any of
,
, or
values are 0. The resulting
is positive for
when the protein-molecule pair is over-represented and negative
when the protein-molecule pair is under-represented. Since we
don’t care for this case study, we set all non-negative
to
0. Therefore, the higher the
is, the more significant the
over-representation becomes.

2.2 Build BioGists for Breast Cancer Related
Drug Compounds

2.4 Clustering of Association Profiles

We use a term frequency statistical method described by Li and
Chen [16]. This method makes use of term statistical distribution
from the entire PubMed abstracts to calculate p-value of each
term’s significance in being observed in any collection of
retrieved PubMed abstracts. It is a more sensitive method than the
conventional term frequency-inverse document frequency (tf-idf)
method in calculating the statistical significance of a term in a
collection. The main reason for doing so is to control false
positives among terms determined to be significantly enriched.
For example, observing abnormally high usage frequency of a

In the structured data mining module of the framework, we
perform two-dimensional hierarchical clustering of the proteincompound association matrix. The clustering is performed using
the Weighted Pair-Group Method with Arithmetic Mean method,
with Tanimoto as the similarity measures. The similarity between
bioGist and is calculated as following:
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from subsequently-built breast cancer molecular pharmacological
profiles linking proteins with drug compounds.
We performed such a validation by building queries against
MEDLINE in search of any publication, which contains each of
the 172 compounds and the term “breast cancer” with all their
term variants. We found 82.5% or 142/172 compounds were cocited with breast cancer in at least one MEDLINE abstract. These
142 co-cited compounds could be used by biomedical researchers
new to the field to quickly gain an unbiased view which drug
compound are studied for breast cancer and on which protein
context. A portion of the remaining 17.5% can be quite revealing
for biologists to investigate. For example, “ethyl chloride”, one of
compound in the 17.5% list, is an organic solvent used in
inhalation therapy as a rapid anesthetic. It was hypothesized that
exposure to such substances may cause breast cancer [20]. If
significant studies link these compounds to proteins implicated for
breast cancer, some of these compounds may be good candidates
for future pathological and molecular therapeutics studies.

Where,
and
are cell values in proteincompound association matrix constructed by METHODS 2.3. The
similarity between proteins is also calculated by the function (4).
The final clustered attributes along the compound dimension
(horizontal axis) and protein dimension (vertical axis) are sorted
by averaged values, increasing from left to right and from top to
bottom. The clustering task is both performed and visualized with
the Spotfire DecisionSite Browser 8.2 software [19].

3. RESULTS
We report findings of our case study, using the prototype system
described in the previous section. We analyze how related the
retrieved drug compounds are to breast cancer, and whether the
protein-compound association profiles help us gain new
knowledge.

3.1 Breast Cancer Related Drug Compounds
The initial query contains 214 breast cancer genes and proteins.
The query did not add such suggestive terms as “breast
neoplasm”, “breast lymphoma”, or “breast cancer” to test retrieval
efficiency (in future routine practice, this could be added for
improved precision). From 16,120,074 locally-indexed
MEDLINE records, breast cancer relevant abstracts were retrieved
with queries corresponding to each protein and the results are
unified to make a collection of 429,067 abstracts. We grouped the
MeSH annotations of these abstracts into 7 primary categories
(Anatomy, Organisms, Diseases, Chemicals and Drugs,
Diagnostic Therapeutic, Biological Sciences, and Health Care)
and 1 miscellaneous category (consisting of several categories
with small counts; not listed in detail). In Table 1, we showed a
distribution of all the term counts (in the row “#Total”) and
bioGist counts (in the row “#bioGist”) from the retrieved abstracts
in the above 8 MeSH term categories. The bioGists, nearly half of
the total in each category, were selected from all MeSH terms
using the method described in Section 2.2. The quality and
reliability of bioGists will be discussed in Section 3.2.

3.3 Protein-Compound Association Profiles
We built an association matrix with an expert-curated of 64 out of
214 breast cancer proteins as rows, 172 drug compound of as
columns, and protein-compound association scores (defined in
METHODS 2.3) as cell values in the 64x172 matrix. After twodimensional hierarchical clustering (described in METHODS 2.4),
we show the following results (Figure 3).
(a)

(b)
EP300_HUMAN
CTNB1_HUMAN
CADH1_HUMAN
BRCA2_HUMAN
BRCA1_HUMAN
P73_HUMAN
TDP1_HUMAN
E2F1_HUMAN
VAV_HUMAN
PCAF_HUMAN
MRE11_HUMAN
MPIP3_HUMAN
CHK2_HUMAN
CHK1_HUMAN
MDM2_HUMAN
MCL1_HUMAN
PML_HUMAN
BCL2_HUMAN
MAT1_HUMAN

Miscellaneous
3552

#bioGist

1004

854

2195

1367

670

1615

4491

1334

lignans
biphenyl compounds
triterpenes
curcumin
losartan
polyenes
daunorubicin
sesquiterpenes
diterpenes
naphthoquinones
nitrobenzenes
lovastatin
carbon tetrachloride
bicyclo compounds, heterocyclic
thapsigargin
phorbol esters
polychlorinated biphenyls
tetrahydronaphthalenes
methylcholanthrene
diethylstilbestrol
benzo(a)pyrene
cyclophosphamide
fluorescein-5-isothiocyanate
fluoresceins
9,10-dimethyl-1,2-benzanthracene
suramin
naphthalenes
methyl methanesulfonate
aphidicolin
stilbenes
tetracycline
doxycycline
retinoids
forskolin
paclitaxel
etoposide
doxorubicin

Health Care
1371

Sciences

2628

Biological

8832 15823 3155

Therapeutic

3081

Drugs

2241

Diagnostic

Organisms

#Total

Diseases

Anatomy

Chemicals and

Table 1. Counts of all biomedical terms and bioGists identified
from Breast Cancer retrieved abstracts.

We applied a term category filter hydrocarbon drug compound
from the MeSH category “Chemicals and Drug” to obtain 172
drug entities for subsequent studies (available upon request).

Figure 3. Two-dimensional hierarchical clustering result for
protein-drug compound association profiles. (a) Global cluster
results for the 64x172 matrix, where x-axis is for drug compounds
and y-axis is for proteins. (b) Zoomed view from boxed region in
(a). Cell color intensity is proportional association score.

3.2 Validated Breast Cancer-related Drug
Compounds
Compared to the traditional literature mining system, this
collection of 172 drug entities is retrieved entirely with
“molecular queries” without explicit mention of breast cancer.
This could lead to interesting and potentially new knowledge for
breast cancer molecular mechanisms. Therefore, it is essential in
learning how well our framework performs in mining biologically
molecular entities from other molecular entities. This verification
results directly affects how well we could extract new knowledge

This matrix can help biomedical researchers compare molecular
pharmacological profiles of different drug compounds studied in
breast cancer and reveal available compound study patterns
among a group of functionally similar proteins. In Figure 3a, we
see distinctions between breast cancer-related drug compounds
(columns to the right side) and breast cancer-unrelated drug
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compounds (columns to the left side). We also see proteins with
many pharmacological studies (rows at the bottom) and few
pharmacological studies (rows at the top). In Figure 3b, several
significant proteins in the context of breast cancer are apparently
clustered together based on their drug compound association
profiles. For example, breast cancer gene BRCA1 and BRCA2 are
confirmed to have highly similar compound profiles, suggesting
compound intervening BRCA1 may have also been studied for
their effects on BRCA2. Vertically, we could also find interesting
relationships between chemical compounds that share similar
molecular pharmacological profiles. For example, “doxorubicin”,
“etoposide”, and “paclitaxel” are clustered closely. All of them
actually share similar chemical structure, with a cyclical
hydrocarbons branch with carbon and hydrogen forming a closed
ring. This is quite revealing because new breast cancer drugs
could be developed on this shared chemical substructure. It is also
revealing that although these compounds are predominantly
known as anti-bacterial and antineoplastic agents, they may be
studied for treating breast cancer, since the proteins that they were
studied are strongly related to breast cancer. Another interesting
observation is “losartan”, a drug compound for treating
hypertension. Even though it does not associate with most of
breast cancer-related protein significantly, its associations with
some proteins such as “P53”, “GRB2” and “ERK2” (general
cancer-related genes) in the matrix suggests that it may be used as
a general-purpose anti-cancer drug. We believe this association
matrix contains many novel hypotheses subject to further testing
by researchers in pharmaceutical industry R&D labs.

to create wide-spread implication in the field. Methods and
algorithms in the framework need to be validated and improved to
provide an online service. However, we believe the framework is
flexible, and can serve as a general guideline to many such
ongoing case studies in the near future.
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4. Discussion
In this work, we developed an integrated biomedical literature
mining framework, with the ultimate goal of enabling biomedical
hypothesis generation and knowledge discoveries. The framework
successfully works in 1) query-driven abstract retrievals and
information extraction, and 2) cluster analysis protein-compound
association matrix in breast cancer, with indicating promising
results that can lead to many interesting subsequent biomedical
research studies.
We believe several factors contributed to the successful
application of our integrated biomedical literature mining
framework. First, we fed the information retrieval engine with
highly relevant molecule names instead of general high-level
descriptive names. The specific molecular-level information built
into the queries guaranteed to a certain degree that retrieved
abstracts were specific to the inherent functional contexts of the
molecules involved. Thus it improves the precision of our
information retrieval system. Second, we applied a suite of
advanced statistical techniques, e.g, use of term frequency
statistical method instead of the conventional tf-idf methods to
measure term frequency significance, use of false discovery rate
to select bioGist, and application of adjusted log-odds function to
score molecule-bioGist associations. The combination of these
practical techniques made it possible to increase data processing
efficiency and reduce error. Third, to accomplish our goals, we
combined major advancements in both of textual and structured
data mining in this one i.e., to perform MEDLINE abstract
retrieval, to expand molecular names with thesaurus-driven entity
recognition and query specification, to extract relevant bioGists
from retrieval results, to perform clustering analysis, and to
perform integrated data analysis and result validation.
The literature mining framework presented in this work needs to
be tested with additional biomedical domains and other diseases
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