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1. Temporal difference methods introduce variance but reduce bias.
False, and Ezplain: Tt introduces bias and reduces variance.

2. In an episodic environment, the goal of policy-based RL algorithms is to maximize the
expected return of initial states.
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1. Which of the follow is/are off-policy RL method(s)? (b) (d)
(a) Sarsa;  (b) Q-learning;  (c) REINFORCE;  (d) Tree Backup.

2. What are the general principles for designing the policy in policy gradient type RL
methods: (a) (b) (¢) (d)
(a) differentiable; (b) non-deterministic; (c) easy to sample from; (d) full
coverage of action space.
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1. What is the “maximization bias” in Q-learning, and how do we address it?

“maximization bias” in Q-learning happens as we used the maximum of the empirically
estimated Q-value as the maximum of its true value, which is vulnerable to the outliers in
the empirical observations. We can use double Q-learning to remove this bias, in which two
Q-functions are learnt using isolated observations.



